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1 Introduction

Among analysts in many domains, from marketing to academia, Social Media
is emerging as an important new source of data.1Along with the elevated hopes
for this new data source there is also a healthy dose of scepticism. The purpose
of this paper is to illustrate the potential and pitfalls within the context of
program evaluation.

The paper will start with a very general discussion in which Social Media
will be described as three different, but related data sources. Then the next
section will provide three interrelated empirical examples as proof of concept.
This is followed by a section that is practical in nature where there is a synthesis
of what this means for evaluators on an applied level. The paper will conclude
with a brief discussion of the implications.

2 What is Social Media?

For those who have already read numerous papers on the subject this section can
likely be skimmed but not skipped as the terminology is not fully standardized.
For the purposes of this paper, social media is defined as data generated by
individual’s participation on the Internet that they would reasonably interpret
as open. This choice of definitions is important, as will be seen below during
the discussions of privacy.

The bulk of activity on the Internet is solitary in nature, and not the subject
of this type of analysis. When individuals go on dating sites, they frequently
have high expectations that their privacy will be protected. Similarly their
private discussions with friends and colleagues are not expected to be the subject
of the studies by social scientists. However, the Internet also provides forums
that are intended for the visibility to the entire world. These forums are the
subject of this paper. In the next three subsections, there will be a description
of each general category of these forums.

2.1 Blogs

A blog refers to an article that is self published on the Internet. In these forums,
individuals will express opinions on a virtually unlimited number of subjects.
For some blogs the audience is restricted to members of a select club or site.
The restrictions are placed so as to protect the privacy of individuals, or extract
economic rents for the material provided. However, most of these blogs are
visible to anyone in the world. In fact, many bloggers hope to attract a wide
audience, and as such should not be considered to have any restrictions on
privacy.

Within these broad categories there are numerous sub categories. Both
Google and WordPress maintain popular blogging facilities where the typical

1 See Armah 2013 provides a good overview



2 What is Social Media? 2

blog would be one to several pages. However, probably the most popular Blog-
ging system is Twitter. This is referred to as a micro blog as the maximum
length of a post or ”tweet” on this system is only 140 characters.2This is an
important detail as it becomes feasible and reasonable to classify a tweet by the
presence of carefully chosen key words. For example, if the word “electricity”
contains 11 characters of the 140 maximum in the tweet, then it is very pos-
sible that the tweet is relevant to the analysis of electrical issues. This simple
approach is not feasible with longer blogs.

A researcher can very easily go on the Internet and analyze the tweets that
they directly observe. This type of analysis may be very valuable but it would
take a long time to assemble a database of any size. In this paper the same
analysis is automated so that the data available to a single researcher can be
collected literally millions of times faster, by means of specialized programming
techniques. This is an important detail as it implies that the analytical tech-
niques used in this paper make use only of data that is available to the general
public provided that they are willing to respect certain terms and conditions
suggested by the site.

How do researchers access this data? The social network sites provide doc-
umentation to what are known as Application Program Interfaces, otherwise
referred to as APIs. These APIs provide the data in a readily downloadable
raw format. Analysts who prefer not to manage the detailed issues associated
with raw data have the option of purchasing the data in a polished format from
third party providers, such as GNIP.

2.2 Web Scraping

Not all web sites provide APIs to facilitate access to the data. Still, many of the
public discussions on these sites are useful in the understanding of government
programs. Many newspaper sites present a good example of this where after
each article there is a focused discussion. In cases of public policy issues, many
of the discussants will provide first hand accounts. Even the length and extent
of the reaction is data in it self.

Because this data has no real structure, a structure must be imposed. As a
result, many Big Data analysts will employ techniques known as web scraping
to automate the analysis process. Essentially, this process involves the capture
of the data that is readily available to anyone in the world and processing it in
such a way that is analytically useful. This is particularly useful in the analysis
of discussions groups where the structure is completely spontaneous.

2.3 Web Site Visits

Part of the delivery of most programs involves the interaction with both clients
and potential clients. Traditionally these services have been provided by agents
in field offices, or by phone. With the current available technologies this can

2 It is worth noting that most Tweets are well below the 140 character limit.
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be to some degree be delivered through government web sites. This automation
also creates an opportunity to collect data on service delivery and clients that
has never been readily available previously.

The process of visiting a web site can be seen as generating two forms of data.
For a start, it is possible that a web site can query the browser for information
about the visitor. It is important to note that it cannot necessarily be assumed
that the user is aware of this process, which has important implications from a
privacy perspective. The second source of data are the actual interactions with
the web site, which a user would naturally assume that a government agency
would be monitoring.

The potential uses of this data are likely immense but not fully understood
at this point in time. Any improvements to the web site that could reduce the
length of time individuals are unemployed by even a few days could be seen as
immensely worthwhile from a benefit cost perspective. As such, this is an active
area of research. For example, the 2016 meeting of the Canadian Evaluation
Society contained two papers directly addressing this subject.

3 In Depth Examples

It is impossible to give in-depth examples of all the types of analysis discussed
above. However, the following three examples provide a proof of concept by
focusing on just one type of analysis.

Although there are many social media outlets to choose from, who all provide
data with different strengths and weaknesses, the data from Twitter receives
the greatest academic attention. This is primarily due to the relatively simple
structure of the site, the high quality of the documentation and the consistent
availability of free or low-cost data. It should be pointed out that these three
reasons contribute to a fourth as there is a circle of virtue surrounding this data.
This is a result of the process by which the more the data is used the better it
is understood and documented, which in turn leads to more use.

There are 500 million tweets a day, which is still too much data to analyze
even with the methodologies associated with Big Data. Thus some form of
sampling methodology is necessary. The intuition of most social scientists is to
start with a random sample of all the data. The first example will show why this
is impractical. After that there will be series of samples based on a structured
search.

3.1 The Random Sample

Twitter provides a free one percent random sample of all the Tweets in the
world. They have made this available by means of an Internet API. This data
can be downloaded by means of a modern programing language that is capable
of directly downloading large amounts of data from the Internet and processing
the complex file structures. The documentation that Twitter provides for the
data rivals that of a government statistical agency in quality. The random
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sample can be obtained by means of a request to a well-defined point on their
web site, once a password has been obtained.3

For the purposes of this example, a sequence of random samples of one
million tweets were downloaded and analyzed. This random sample is very large
by conventional standards. However, for analytical purposes, it is surprising how
quickly it can be seen as insufficient. For a start, Canada’s relative position in
the world becomes painfully apparent as only about one-half per cent of the
Tweets are identified as coming from Canada, although the true number would
be somewhat higher if the country were known.4 When compared to the US, it
appears that Canadians are somewhat less enthusiastic Tweeters than their US
counterparts.

Tab. 1: Distribution by Country
Tweets Population

Canada 112,307 35,540,419
United States 1,641,438 318,857,056

ROW 20,183,769 7,432,663,275
Sum 21,937,514 7,787,060,750

This is further exacerbated by the substantial percentage of Twitter-based
conversation that is of such a casual nature as to be considered not policy
relevant. This is demonstrated in the next table where the mentions of the
word “government” are pulled out of all the tweets. As can be seen this word
only appears in a small percentage of Tweets. Its usage is compared with the
word “cat” for perspective. For subjects that are more specialized, the problem
is more serious. The final example shows the results of a combination of three
words associated with electrical blackouts. The low number of occurrences will
be used as a justification for more specialized search techniques below. However,
the last row of the table indicates that the vast bulk of the tweets are concerned
with other subjects.

Tab. 2: Distribution of mentions of selected keywords by Country
Canada United States ROW Sum

Mention ’Cat’ 140 1,608 11,152 12,900
Mention ’Government’ 142 759 5,559 6,460

Mention Both 0 1 25 26
About Blackouts 22 199 1,249 1,470

Other 112,003 1,638,871 20,165,784 21,916,658
Sum 112,307 1,641,438 20,183,769 21,937,514

What does this mean for evaluation? If one is to evaluate a Canadian pro-
gram, it becomes apparent that some kind of sampling strategy is necessary as

3 Twitter actually follows the OAuth protocol, which requires very strong passwords.
4 Tweets from unknown countries were counted in Rest of World.
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a simple random sample will not yield enough useful information.
As well, language of the Tweet is an important and obvious issue. It is very

important to note that both in Canada and the US, a substantial percentage of
Tweets are non-English. This is not a surprise for a bilingual country such as
Canada, but the results for the US may be very surprising. It would have been
possible to study this in more detail. However, it was decided not to do it for
this paper, so as to keep the focus on evaluation methodology. It may well be
that the issue of language choice and social media could be the subject of future
papers. For now, it needs to be accepted that the English only analysis in this
paper may contain some biases.

Tab. 3: Distribution of Language by Country
Canada United States ROW Sum

English 89,973 1,036,152 6,749,840 7,875,965
Other 22,334 605,286 13,433,929 14,061,549

Sum 112,307 1,641,438 20,183,769 21,937,514

3.2 Samples based on Search

The above tables may suggest to some that random samples will not yield suffi-
cient relevant data to conduct a program evaluation. This section will propose
an alternative approach that will yield valid information in many cases. First
the methodology will be proposed, then two examples will explore the results.
For a start it should be said that the purpose of this section is to illustrate
some possible mechanics that might be deployed. As such the exercise may
seem contrived. However, this is to keep the focus purely on the methodological
issues.

3.2.1 Methodology

Rather than downloading a random sample of tweets, then trying to filter
through the tweets so as to build up a sample useable for analysis, it is sug-
gested that it is more efficient to download a sample of tweets based on a key
word search. With such a strategy between five to ten percent of tweets can
be usable for an evaluation question at hand, which is a substantial improve-
ment over what was seen in Table 2. However, it is important to note that the
process of classifying the tweets into those that are useable and assigning them
to the treatment and control groups is prone to a certain degree of error that
is hopefully random in nature. Still, if the errors are truly random, then the
results of the statistical analysis will still be valid.

It is useful to view this analysis from the perspective of the classic statisti-
cian. Essentially, this proposed technique suggests collecting large volumes of
data that is subject to high measurement error. From this, it is perfectly pos-
sible to draw valid statistical inferences, provided that the measurement error
within the data can be considered unbiased.
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Comparison Groups It is difficult for evaluators to test an approach that will
not risk drawing conclusions that might sidetrack the methodological discussion.
To keep the discussion focused on methodology, the comparison groups were
kept to very broad groups. The analysis was also deliberately stopped at a
more preliminary stage so as to avoid discussing the policy implications. What
is seen as important at this point in time is the illustration of the potential that
rests within this relatively untested data source.

To achieve this, comparisons were done from two perspectives. First there
was a simple comparison of US and Canada. Then there was a comparison of
the large regions in the two countries with the small regions. The basic idea is
that if significant differences can be demonstrated between the two groups, then
it has shown that this data can be used to answer questions very similar to those
in actual evaluations. The population does more than provide an illustration
but will also be used as a benchmark in the following analysis. If a certain
outcome that is tested below is more or less frequent in the larger states, then it
can be concluded that the large implementation may be more or less successful.

Tab. 4: Distribution Region Size by Country
Canada United States ROW Sum

Big Regions 49,813 410,262 0 460,075
Small Regions 16,986 1,076,918 0 1,093,904

Unknown 45,508 154,258 20,183,769 20,383,535
Sum 112,307 1,641,438 20,183,769 21,937,514

A number of key points comes from Table 4. For a start, the selection
of the Ontario and Quebec as the larger regions in Canada yields a greater
proportion than the three largest states in US, which were Texas, New York
and California. This may be seen as a good or bad thing depending on the
hypothesis at hand. Second there are a large number of cases where the only
known locational information is the country.

The factors generating these unknowns are useful in understanding the pro-
cess as a whole. It is perfectly true that the Twitter system is technically capable
of determining the origin of every Tweet. However, this data is not available in
the public-use files. What is available is the client’s description of their location
that they voluntarily enter into their profile. Although the reasons for Twitter’s
actions are not officially known, this is consistent with good privacy practices.
This can be seen from the perspective that Twitter users are constantly aware
of the contents of other users profiles and would reasonably expect their own
to be viewed. However, the exact location of other users is invisible to other
members of Twitter. Thus a user of the Twitter API has access to the same
information as any other user of Twitter.

The provision of locational information is not required of Twitter users.
The decision to leave it blank has no practical impact on the functionality of
the software, except that it reduces the probability that another person would
be able to easily find them on the Twitter site. Fortunately many Twitter users
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are social in nature and enter locational information so that their friends can
find them.

In most cases the locational information that is available is sufficient to label
the observation to a country and a big region. It is useful to observe that if it
is possible to determine a province or state, then it is possible to identify the
country. Unfortunately the reverse is not true. In fact, some Twitter users will
simply list their country and nothing else. This appears to be more pervasive
in Canada and is a possible source of bias.

In general, the most frequent source of errors originated with the informal
nature of the language. At times, Twitter users might describe their locations
with such informal terms as “The Big Easy” or the “Big Apple”. This practice
is inherent in the culture of Twitter users and needs to be accepted to work with
the data. As such, the analyst must make assumptions as to what corrections
can be made. For example, for this paper all Twitter users who described their
location as the “Big Apple” were assigned to the large state of New York in the
United States.

A final note, is that for the Rest of World, there was no attempt to classify
them into large and small provinces as they will not be used in the following
analysis. It is also important to note, citizens of the US or Canada, who leave
their location blank will show up in this category.

Sampling As mentioned above, the key objective of the sampling procedure
is to find an efficient, yet unbiased process of identifying a sample of relevant
tweets from 500 million odd tweets produced daily. In order to do this, a three
step process was devised.

The first step involved downloading a sample of tweets based on a keyword
search. These tweets were also restricted to those classified as being in English.
It is important to note that at this stage, the methodological choices were limited
as the parameters had to be translated into “http” as formulated by a “GET”
command on the Twitter API. This stage returns a substantial volume of tweets
that had been posted over a finite period of time. These files are downloaded
in a complex file structure type known as JSON. The Python language is used
to “flatten” the data so that a data table is produced in which each record can
be interpreted as an observation and each field a variable. This allows the use
of traditional statistical techniques.

The fields that were consistently available were somewhat limited. The fol-
lowing analysis primarily made use of the users description of their location and
the text field that contained the actual tweet. The processing of the location
field is described separately in the above section on comparison groups, since
for the purposes of this paper country and/or sub national region is the basis
of comparison. The text field was processed by means of functions that return
True or False in response to queries about the existence of specific word patterns
within the text. The family of functions used is often referred to as “regexp”
or regular expressions. These techniques owe most of their development to the
Perl language but have been implemented in many other languages including
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both Python and R.
An important aside is that a possible critique of this approach is that li-

braries exist in Python which automate a lot of what is done with the regexp.
In particular the NLTK library is very popular for the processing of natural
languages. NLTK was not used for two reasons. The first was expository. The
working through of the process of identifying the tweets with regexp allows the
reader to gain insight in how the process actually works. The second is that
the reader is better able to form her own opinions as to what extent the re-
sults are credible, as the NLTK process is more of a blackbox. A proponent
of NLTK might take exception to this statement as NLTK is open source and
well documented. However, the use of the word “more” can be defended as an
understanding of NLTK is so far out of the scope of this paper that it is best
thought of as blackbox.

The regexp expression is used in two ways. First it determined whether any
given tweet was relevant to the question at hand. Secondly, the tweet was used
to form categorical variables that were used in the construction of the tables.
Once this process is complete, the analyst will have a database that is similar to
a survey for which virtually all of the same analytical techniques may be used.

Inference What evaluative questions can be answered with this? In some
senses the analysis involves the comparisons of rate at which tweets occur be-
tween two geographic regions. This rate can be compared to base population in
Table 1. Thus if there are two geographic regions A and B, which generate the
same volume of tweets in the random sample, yet if region A generates twice as
many tweets suggesting a problem with service X, then either region A has a
problem delivering service X or region B is very effective.

This process will yield useful results provided that there have been no biases
introduced along the way. However, it is important to keep in mind even if the
data is completely solid there still remains the traditional caveats associated
with benchmarking exercises.

How is it possible that biases can be introduced into the analysis? Suppose
in the above example that Twitter users use only two adjectives to describe
poor service, “poor” or “terrible”. Now if in Region A the Twitter users were
twice as likely to use “poor” as “terrible” in region A and further suppose that
only the word “poor” was used in the analysis, then Region A may be seen to
have worse service. However, if both “poor” and “terrible” had been used then
the service quality in Regions A and B would be seen as equal. It is worth
stressing the point that this problem would be immediately obvious if the data
is examined interactively.

It is for this reason that an emphasis is put on being able to validate the
filtering process with interactive access to the data by analysts. Without this
ability, it would have been easy to perform apparently useful analysis that was
completely mistaken. This point is important from two perspectives. First there
is a real possibility that program evaluators will have to manage consultants
whose initial position will be that complete faith should be placed in their black
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box analytical techniques. There is also the issue of safeguarding privacy, as
it is generally the preferred position of privacy analysts that it is preferable
that analysts not have direct access to data on individuals. Unfortunately, this
interactive validation of the filtering process will likely be the only way to assure
the quality of the analysis until such libraries as NLTK become highly reliable
under all circumstances.

3.2.2 Electrical Power Supply

The first example will be completely practical in nature as it suggests the use
of social media as a source of an output measure. In this case, the output
to be measured is the degree of reliability of the supply of electricity. The
potential usefulness of Twitter in this regard derives from the speculation that
individuals may resort to using Twitter on their Smart Phones during periods
of power blackouts.

The initial search was done with the key word “blackout”. A random sample
of the initial output revealed that a substantial number of the Tweets did not
refer to electrical blackouts. In fact, the word “blackout” frequently was used
either to refer to sporting events that were not available in their local areas or to
memory loss associated with excessive consumption of alcoholic beverages. As
it turned out, it became evident from the interactive examination of the data
that many phrases such as “electricity went out” were far more common among
Twitter users.

As such the process to generate the data that shows up in Table 5 was based
on the following two-step process. First a Python program was run to download
all the Tweets in English from the Twitter site that had at least one of the key
words: “Blackout”,“electricity”, or “electrical”. This data was converted to
a spreadsheet where it could be viewed interactively. From this spreadsheet,
formulas were developed.

The statement “formulas were developed” can be taken literally. The spread-
sheet was read into the analytical software package R. R, like Python, supports
a family of functions that are derived from the Perl language for the analysis
of text data. These functions accept the tweet as input along with the key
words to search for and return a Boolean true or false value. For example a
simplified equation would look like isBlk = regext(theTweet,“without (electric-
ity|power)”) where the vertical bar represents a logical or. This would read as
a set variable called isBlk to true or false, depending on whether the phrase
“without electricity” or “without power” is present. A sequence of these func-
tions is applied to each Tweet to determine if the Tweet should be thought of
as a reference to some form of interruption to the supply of electricity that is of
policy significance.

It is important to note that this focus primarily works because the Tweets
are restricted to 140 characters. With longer blogs of up to 1000 characters,
there is likely so many reasons that a word like “Power” would appear that the
sample would be far less useful.

As is shown in Table 5 this restricted the sample significantly. Less than
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Tab. 5: Mentions of Blackouts
Canada United States ROW Sum

Blackout 18 154 1,318 1,490
Related to Electricity 958 5,445 26,674 33,077

Sum 976 5,599 27,992 34,567

10 percent of the Tweets were taken as evidence of a power blackout. It is
likely that this could be improved with more fine tuning, or “training”, of the
estimator. However, it is argued that although it may be beneficial to do this,
it is not absolutely essential. From a program evaluation perspective what is
essential is that there be no biases. Another key point to note, is that although
this analysis was done with key words that were in English, there were many
Tweets that were identified in the Rest of the World. Still, comparisons with
Table 3 show this to be more effective than working with a random sample.

Can inferences be made with these results? Possibly yes, although more
work would have to be done. As stated above, the goal of the paper is to
demonstrate a methodology. If the ratio of Canadian Twitter users to those in
the US reporting blackouts is higher than the ratio given in the random sample
in Table 1, then on the basis of this data, there is the suggestion that Blackouts
is more of an issue in Canada that the US but less than in the Rest of the World.

Tables by their nature are limited in their dimensions of analysis. It is
perfectly possible to simply swap the country for the region size variable to do
the analysis by region size rather than by country, as is shown in Table 6. In
fact, the data at this stage can simply be treated as survey data with a very high
measurement error. As such, it becomes possible to perform the analysis along
many dimensions at the same time by means of multiple regression techniques.

Tab. 6: Mentions of Blackouts
Big Small Unknown Sum

Blackout 51 92 1,321 1,464
Related to Electricity 2,244 2,918 27,941 33,103

Sum 2,295 3,010 29,262 34,567

From Table 6, it should be noted that there are more cases of Blackouts that
are unknown showing up than what might be expected in comparisons with
Table 5. This is a result of there being some cases where the country could be
identified but not the region.

3.2.3 The Unemployed

The example above looked at a fairly tangible output of a government controlled
service to provide electricity. If the above example could be thought of as an
assessment of the reliability of program outputs, the next example will look at
a strategic issue well down the results chain. The evaluation of Employment
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Insurance is extremely complex. Over the last forty years, it has been the
subject of intense study and this one strand of evidence from Twitter will not
end the debate. Still, the data has the potential to enrich the discussion as it
may be able to shed light on the nature of unemployment.

A basic assumption that underlies the employment insurance system of most
countries is that Employment Insurance benefits are only paid to program par-
ticipants if they are involuntarily unemployed. In most cases, the involuntary
nature of unemployment is easy to determine. However, there is some contro-
versy for a significant number of circumstances in which critics of the system
will argue that the unemployment is to some extent voluntary in nature.

In support of this debate a retrieval was made of tweets that were in En-
glish which contained the word “unemployed” or the phrases “out of work” or
“looking for work”. As above, these were then downloaded into the csv format
for viewing in a spreadsheet. Here again, formulas were developed to sort the
tweets into voluntary unemployment, involuntary unemployment and neutral.

Interactive examination of the tweets quickly suggested that a significant
portion of the tweets downloaded are not relevant to the question at hand.
For example, the phrase “out of work” was frequently used in reference to the
planning of non-work activities as in phrases such as “When I get out of work,
I will ...”. Conversely, the phrase “looking for work” referred to involuntary
unemployment in virtually every case.

Tab. 7: Unemployment voluntary/involuntary
Canada United States ROW Sum

Involuntary Unemployed 153 548 2,942 3,643
Voluntary Unemployed 7 134 488 629

Neutral 2,617 26,620 139,964 169,201
Sum 2,777 27,302 143,394 173,473

Table 7 also appears to offer a strong result as voluntary unemployment is a
relatively rare phenomenon in Canada compared to the US. However, this result
should not in any way be taken as final or even relevant to policy discussions.

Tab. 8: Unemployment voluntary/involuntary
Big Small Unknown Sum

Involuntary Unemployed 218 370 3,055 3,643
Voluntary Unemployed 60 60 509 629

Neutral 9,684 14,805 144,712 169,201
Sum 9,962 15,235 148,276 173,473

Table 8 offers further insights as it appears that voluntary unemployment is
relatively more prevalent in the larger sub-national jurisdictions. It is important
to note that the unemployment rate as measured by the government statistical
agencies is available by jurisdiction. This would suggest that before the results
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could be taken as final, that there should be an exploration of the role of the
health of the overall labour market in determining the prevalence of involuntary
unemployment. This could be done via a regression framework as suggested
above.

4 Implications for Evaluations

The appearance of a new line of evidence can only be a good thing for evalu-
ators. Like any other line of evidence it will have its strong points and weak
points. However, there may be larger questions attached to its use as the pri-
vacy questions are very real, but conversely it may be perceived as arrogance if
governments were to ignore what the citizens are saying in the social media. At
this point in time, it is unpredictable how these issues will play themselves out.

4.1 Questions that can be answered

Only so much can be concluded based on the examples in this paper as they
were based on only one of the three or more sources of data available on the
Internet. In addition, the techniques used in this paper will likely be considered
primitive in the near future. Still, these examples serve to demonstrate that
this data has a potential to contribute to the evaluation of programs.

The two examples chosen in this paper were at points in the results chain
where it was expected that this data source would have a relative advantage.
The first example, dealt with a simple indicator of program output, which was
the interruptions in the electrical power supply. It would certainly be true
that there would be official performance measures of this data. Unfortunately,
this data is very difficult to interpret, and the suggested targets rarely increase
the depth of understanding. Social Media will ideally provide a deeper under-
standing of client experience. However, where this data will likely shine is in
the longer-term, strategic outcomes. Being able to capture citizen impressions
and experiences relevant to strategic program outcomes that are internationally
comparable may well prove to be a major step forward in the evaluation of
larger programs that are national in scope.

Other points on the results chain may be very difficult to identify. For
example, it is very difficult to identify participants in an actual government
program with this data. It is likely even more difficult to build a comparison
group.

4.2 How we do our business

If an evaluator has consultants they trust, then the appearance of this new line
of evidence may change very little. However, it is recommended that evaluation
managers at least examine a random sample of tweets to ensure that they are
being processed properly. This is very similar to how many good evaluators will
observe focus group sessions or surveys in progress.
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However, if the work is to be done inhouse, then a significant amount of
training would have to be undertaken to master a modern programing language
such as Python or Java. There would also have to be a specialization in the
processing of the textual data by means of regexp or NLTK. The investment
would be significant but for many it would be worthwhile.

5 Conclusion

To conclude, it can be said that this new line of evidence will have a significant
impact on many areas of evaluation. It is anticipated that at least questions
concerning service delivery and final strategic outcomes will be better answered.

Like any paper in a new field, it probably asked more questions than it
answered. Questions concerning the use of non-English languages were avoided
in this paper. As well, there was no investigation as to the role of the time of
day or day of the week that the samples were drawn. It can be predicted with
certainty that there will be many papers to follow.


